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ABSTRACT   

In this paper, we address the problem of robust detection of dismounts from low-resolution video data sequences. We 
outline a methodology based on SSCI’s ultra-fast image alignment algorithm, and a combination of static and kinematic 
features for dismount detection. We perform the dismount detection classification using a learning classifier algorithm.  
Our results are promising and very valuable for low-resolution imagery where previous techniques for dismount 
detection such as SURF and SIFT features do not perform very well. 
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1. INTRODUCTION  
The objective of this work is detection and identification of human walkers (dismounts) in low-resolution video signals. 
The envisioned application of this technology is verification of suspected pedestrians walking through regions of 
interests, guarded perimeters etc. We may use tower-mounted cameras, airborne carriers, as well as UAVs for video 
recording regions of interest. In this paper, we utilize aerial data, and our primary objective is pushing the lower limit of 
acceptable useful resolution. We used both IR and EO videos and attempted to classify three classes of moving objects: 
dismounts, vehicles, and background (vegetation). The methods aim to utilize frame-to-frame temporal components of 
the signal as well features within each single frame. We track contiguous groups of pixels that change frame-to-frame 
and simultaneously extract within frame features to feed into a classification algorithm. A key innovation in our 
approach is the extraction and use of kinematic features of moving objects, such as speed, velocity and leading 
characteristic frequencies of limb motion. The last feature holds potential for human-animal disambiguation in a signal 
of lower resolution than traditional methods of human identification based on directional gradients (such as SIFT and 
SURF) would allow.  

We start with frame-to-frame registration in order to identify stationary background versus moving foreground with 
potential dismounts. We proceed with extraction of image-chips, by following short-term motion of suspected 
dismounts. We then construct chips of sufficient duration for kinematic feature extraction. Subsequently we assess the 
discrimination potential of the identified features. Tailoring features for discrimination to the resolution appears to be the 
best way to address this problem. We focus our research on the range of resolution below the resolution required for the 
traditional methods based on directional gradients such as SURF and SIFT, discussed in Section 7. We were particularly 
looking for data of resolution 2 (10-50 pixels on target) and to a lesser extent data of resolution 3 (50-100 pixels/target). 
We worked with three diverse datasets: 

• VIVID dataset # 2, IR and EO, courtesy of the US Air Force Sensor Data Management System (SDMS) 

• SENSIAC dataset from ATR Algorithm Development Image Database (produced by military sensing information 
analysis center) data of 25 July 2008 

• UCF (University of Central Florida) data 
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The datasets are diverse; contain both IR and EO sources, present varied resolution, frame rates and background.  

The rest of the paper is organized as follows. In section 2, we address frame-to-frame alignment. In section 3, we discuss 
background identification. We address identifying potential human walkers in section 4. In section 5, we present in 
detail, the selection of sub-images and construction of chips. Tracking of chip is presented in section 6 for various 
resolution level images (see section 7).  Feature   vectors are presented in see section 8 and kinematic feature extraction 
are presented in section  9. We examine the robustness of our kinematic features for dismount identification in section 
10. We present classification algorithms for dismount identification in section 11. 

 

2. FRAME ALIGNMENT  
The first step in the important process of foreground and background classification is to find the alignment or the 
coordinate transform between consecutive video frames. Projective transformation, which is used in projective 
geometry, is the composition of a pair of perspective projections. It describes what happens to the perceived positions of 
observed objects when the point of view of the observer changes. Projective transformations do not preserve sizes or 
angles but do preserve incidence and cross-ratio. We briefly entertained a notion of the sensor carrier moving minimally 
between two consecutive frames and an affine transform model being sufficient for alignment. It might have worked if 
not for the occasional small batches of corrupt images. If one or several images are missing, then two available 
consecutive images of good quality are far enough in time for the camera to have moved significantly and the affine 
model is no longer applicable. We implemented projective alignment for this reason. 

 
Figure 1: Projective alignment based frame 
difference 

 
Figure 2: Projective alignment frame difference 
thresholded 

The projective alignment and methods of its estimation was initially introduced by Mann and Picard in their seminal 
work [8]. The method they developed for estimation of parameters of projective transform is not based on a finite user 
selected number of features but instead on optical flow parameter minimization. In this case, the optical flow is modeled 
as a projective transform. The problem of parameter estimation ]1,,,[ 222 RcbRAp x ∈∈=  then becomes a problem 
of error minimization: 
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direction in a given pixel. This minimization results in eight scalar equations in eight scalar unknowns. Difference of a 
frame and warped previous frame is shown in Figure 1 and thresholded in Figure 2.  

SSCI’s Ultra-Fast Image Alignment algorithm estimates the projective parameters that relate two images, given that a 
single nearly planar textured surface is observed in both images. It implements a computational technique that achieves 
faster execution than previous state of the art. It does this by quickly reducing the O(10^6) pixels of each image to a 
sparse set of O(10^3) salient points. In the next step, we compute the image-domain distance transform of the selected 
points. The set of points in the first image are reprojected onto the distance transform of the second image based on an 



 
 

 
 

initial guess of projective parameters. This reprojection process is repeated, similar to gradient descent, until the points 
fall into the minima and the best-fit parameters are obtained. Note that feature correspondence is not computed. 

2.1 Masking of the foreground  

For successful performance of the alignment, some care must be taken to ensure alignment is based on the background 
and not on the moving objects. In the case of the UCF data, the background is not rich in contrast and sharper pixel 
regions of moving objects may anchor the alignment their way. Thus, our first modification to the alignment procedure 
was masking of the features of the highest gradient, since they are more likely to belong to the foreground and skew the 
alignment. The method of construction for such a mask is described in Equation 2.2.  

 0,if (x,y) close to the border of the image
( , )

0,if sigma(Gradient*Window(x,y,5))>0.05
Mask x y = ⎧⎨

⎩
 

 

Equation 2.2 

 

Local standard deviation within a running window of 7x7 for each pixel of the current frame is computed. The pixels 
where the standard deviation was found above 0.05 are eliminated. Erosion of the resulting image is the mask shown in 
Figure 3 computed for image in Figure 4. 

 
Figure 3: Mask for frame 11 

 
Figure 4: Frame 11 

The second modification addresses the speed of the performance of the projective alignment utilizing SSCI’s Ultra-Fast 
Image Alignment algorithm.  

3. BACKGROUND INDENTIFICATION 
To identify moving objects in the image, the average image is computed for each frame by averaging the frame and 
several surrounding frames warped to the system of coordinates of the current frame. We have chosen 10 as the arbitrary 
number of frames to average. In fact the number of averaged frames should be a function of the frame rate and the speed 
of motion of dismounts estimated as in the range of [0, 8.0] km/hour widely. We would like to note that if an alignment 
between two frames has been successfully found, then in essence the classification of background and foreground in the 
image has been achieved.  The features that align are background and those which do not are foreground, by definition, 
as they have moved relative to the background from frame one to frame two. Therefore, the connected components of 
the foreground of the size consistent with the estimated size of a human would be potential dismounts. Thus, our goal in 
the next section will be to estimate the expected parameters of a dismount given a known camera position and to find all 
the connected pixel components of the foreground in range. 

The difference image is then thresholded, see Figure 2. We chose to apply the threshold based on the standard deviation 
of the entire image (see Equation 2.2)  The multiplier of the standard deviation (sigma) is of some importance, since if 
too large a value for the multiplier is chosen some object of interest may be excluded from the picture or “fractured” into 
unconnected parts and then rejected based on insufficient size for a prospective dismount. Alternatively, the number of 
moving objects may become overwhelming if too low a value for a threshold is chosen (see  

Figure 5) and easily manageable for an adequate threshold number of 10 (see Figure 6). The issue of the threshold may 
have to be revisited when a larger selection and variety of video data becomes available. 



 
 

 
 

 
 

Figure 5 Objects found for threshold 4σ 

 
 

Figure 6: Objects found for threshold 10σ 

4. POTENTIAL HUMAN WALKER IDENTIFICATION 
 

We start from the identification of the connected components in the foreground of the image. We consider all the 
connected components and estimate if they are consistent with the estimated parameters of the image area occupied by a 
dismount.  

Expected pixel size of dismounts in the image can be estimated from the altitude of the sensor carrier and the viewing 
angle of the camera, which combined would give rise to an estimate of the distance from the camera to the object. We 
can estimate both the vertical and the horizontal ranges of expected dismount images for a given camera position, angle 
and aperture. 

Changed pixels are shown in Figure 7 and bounding boxes of all connected components of changed pixels are shown in 
Figure 8. 

 

 
Figure 7: Moving pixels found in frame 11 

 
Figure 8: Connected components of “moving 
pixels” 

 

The “changed pixels” are defined as follows: 

( )
* ( .* )

movingPixels abs currentFrame averageFrames threshold
threshold N sigma currentFrame Mask

= − >
=

 

Where, the Mask is defined in Equation 2.2. 



 
 

 
 

 
Figure 9: Two moving dismounts  

 
Figure 10: Dismounts and a spurious object  

 

Potential dismounts are shown as identified in Figure 9 and Figure 10. We selected bounding boxes of the moving 
objects, as shown in Figure 11 and Figure 12. Then we extracted the features of each object’s chip as input to a classifier.  

 

 
 

Figure 11: A dismount detected 

 
 

Figure 12: Bended dismount detected 

 

5. SELECTION OF SUB IMAGES AND CONSTRUCTION OF CHIPS  
After identification of background versus foreground, a frame is partitioned into a background and a set of separate 
moving objects of a size of interest. Figure 13 illustrates the procedure on VIVID2 data. 

 
Figure 13: Sub image of moving object extracted from VIVID2 data 



 
 

 
 

Our intent is to follow these extracted objects through time for duration of several seconds. The supposition is that at 
least an interval of 2-3 seconds is required to observe the presence of frequencies consistent with a pattern of human 
bipedal movement. One of the goals is to find the minimal interval that allows for robust dismount identification. 

 

 
Figure 14: Multiple potential dismounts  in UCF data 

Figure 14 illustrates the same procedure on UCF data for multiple potential dismounts reported in 
University of Central Florida (UCF) data. Once the prospective objects have been identified, we can follow 
them through the stack of frames. 

 

 

 

 

 
 

 

 

 

 

  

Figure 15: Chips seedlings for spurious objects 1 to 5 

After the objects are identified and isolated from each other in the initial frame, preliminary tracking can be performed to 
identify each object in the consecutive frames. Note, that spurious objects created by moving vegetation or edge shifts of 
stationary objects induced by parallax (of the buildings, trees etc.) as shown in Figure 15 will not be persistent in most of 
the cases and will not allow for tracking and chip creation. Thus, one of the important features of a dismount object (as 
any real object) is persistence through the video flow. Figure 16 shows initial frames or chip-seedlings for object 7 
through 11 for the UCF data.  

We create two kinds of chips for every object: 

• Chips composed of the sub images of the original frames (see Figure 17 ) 

• Chips composed of the sub images of frame differences (see and Figure 18) 

 



 
 

 
 

     
Figure 16: Initial frames or chip- seedlings for objects 7 to 11 

.  
Figure 17: Chip of sub images 

 
Figure 18: Chips of frame differences (UCF data) 

 
The chip construction and feature extraction consists of the following steps: 

• Track the object of interest through the video stream, discard if spurious 

• Construct a chip of sub images 

• Compute features: static from frames and kinematic from the entire chip 

 

6. TRACKING ALGORITHM AND CONSTRUCTION OF CHIPS  
While static features of objects of interest (potential dismounts) are extracted from each frame independently, kinematic 
features can only be evaluated from chips of several consecutive frames. That means that to extract kinematic features 
we must track an object for certain duration of time. The exact length of time required to identify crucial kinematic 
feature vectors is not known. We experimented with processing time intervals between 2.5 sec and 4 seconds. The 
duration of signal available was often dictated by the data, as in many clips (such as VIVID2) a human walker or runner 
is only visible for a short duration. With good quality data (no occlusions, enough resolution, continuous stare etc.) 3 
seconds appears sufficient to extract kinematic features. Literature on footsteps detection [1-3], suggests a 3 seconds 
interval, and while this work is based on acoustic and seismic signals, it attempts to detect the same events, bipedal steps 
and they are using power spectral analysis to detect the leading frequencies. While deciding on the time intervals we 
consider the following factors:  



 
 

 
 

• Time intervals need to be long enough for robust classification, thus to include at least four individual steps of 
at least 1 Hz (thus longer than 2 seconds) 

• Shorter time intervals will lead to faster decision making  

• Time intervals need to be short enough to present the signal under similar conditions (background etc.) and 
show more consistent, easier to process signals 

The chip construction has to include a preliminary, but very robust tracking mechanism. In fact, it can only be called 
preliminary by the virtue of the object being tracked not yet declared a dismount. The tracking mechanism should 
otherwise be robust to the slow changes of viewing angle, lighting, partial occlusions etc. The method we have presently 
implemented is based on known inter-frame alignment parameters, estimated speed of tracked objects, and their static 
features, such as size, color etc. 

The next challenge the tracking algorithm will face is handling of occlusions. It is conceivable that objects would 
temporarily disappear from the field of view when obstructed by other objects, either stationary or moving. The 
reappearance of objects in time and space can be predicted with some accuracy based on the estimated speed. The static 
features should hold reasonably well short term and the long-term size changes can be estimated based on the changes in 
viewing angle at the estimated position of reappearance. The tracking algorithm must address the following issues: 
alignment based displacement, motion based displacement, viewing angle based change of size and color, crowding, and 
occlusions. 

 
6.1 Expected Position Computation 

The expected position of the object is computed based on its expected position in the new frame if it were stationary plus 
the displacement computed from estimated speed of the object: 

1 1 0 0 1 0( , ) ( , ) *( )x y P x y v t t= + −  

Where 1 1( , )x y  is a position of the object and 0 0( , )x y is the position of the object in the previous frame, v is the 
estimated speed of the object and P is the alignment transform between the frames and the previous frame. The 
alignment transform was already estimated in the process of background identification and we use projective transforms 
to accommodate viewing angle volatility caused by moving airborne cameras. The speed is estimated in the process of 
tracking; the initialization is the displacement between the centers of mass of the object in the current and the previous 
frame. 

 

6.2 Scoring Based on Position and Updated Features 

The object’s static features are computed from each frame and are not expected to change dramatically between the 
frames. However, it appears important to keep an updated estimate of all the features as they do vary due to the changes 
in viewing angle and lighting. 

As the tracking algorithm has to distinguish between crowded objects, the tracking is implemented as a score 
minimization and a scoring scheme is based on the following factors: 

Proximity to the expected position 

Similarity in static features: Color or Intensity, Area, Width, and Height 

As a preliminary method, we implemented a simplistic score-function equal to the sum of squares of differences between 
the actual read features and the expected features with twice the weight given to the proximity factor:  

2 2 2
1 0 1 0

static  features
2*{( ) ( ) } (readfeature expectedfeature)score x x y y= − − − + −∑  



 
 

 
 

Presently we discard spurious objects such as objects caused by imperfect alignment of elevated objects, moving 
vegetation etc. We will have to address the issue of stationary dismounts since they will not be detected by the method 
based on motion detection. However, when they do move they will be detected. 

 
6.3 Feature Extraction and Tracking Algorithm Interdependence 

While the static features of objects of interest (potential dismounts), are extracted from each frame independently to 
extract kinematic features we must track an object for certain duration of time. We experimented with processing time 
intervals between 2.5 sec and 4 seconds. The upper limit of time was often dictated by the data, as in many clips (such as 
VIVID2) a human walker or runner is only visible for a short duration. With good quality data (no occlusions, enough 
resolution, continuous stare etc.) 3 seconds appears sufficient to extract kinematic features. The literature on footsteps 
detection suggests a 3 seconds interval.  

The identification of the object is based on its features and position, and the features are recomputed from the identified 
object. We are particularly interested in the feature vectors that are expected to perform at resolution level 2, as this is 
the expected resolution of the EO sensors engaged in verification. In particular, we concentrated on frequency-based 
measures. Our idea was that frequency measures being reflective of the roughly two steps per second robust bipedal 
motion expected of able dismounts would be more robust to image quality variations, posture, and alignment variations 
etc.  

7. RESOLUTION LEVELS 

The feature vectors that we extract should be different for different levels of resolution of the 
dismounts. 

Level of resolution  Number of pixels on target 
4 - High Over 200 
3- Medium High 50-200 
2 –Medium 10-50 
1 - Low 1-9 

Figure 19: Proposed resolution levels on a dismount 

 

 
Figure 20: High resolution 

 
Figure 21:Medium High 
resolution (UCF data) 

 
Figure 22:Medium 
resolution (VIVID2 IR 
data) 

 
Figure 23: Low resolution 
(wide area CLIF data) 

 

 
The resolution level can be anticipated based on the distance to target and an appropriate choice of resolution driven 
method will be made by the application in operation We currently use four levels of resolution; their range is shown in 
Figure 19 and illustrated in Figure 20, Figure 21, Figure 22, and Figure 23. 



 
 

 
 

The highest resolution level shown in Figure 20 is suitable for standard feature extraction practices (such as SURF) and 
is not the focus of the present effort. The lowest resolution level 1, shown in Figure 23 is the level of resolution 
characteristic of wide area sensors; for this resolution, only a limited number of features (mainly associated with 
behavior) can be computed and no appearance-based discriminations of dismount can be made. However, if the features 
that are computed for the wide area data (resolution level 1) do support the assumption of a dismount, and then based on 
this, the next layer sensor would be dispatched to collect the data at a higher resolution, for example level 2 or 3 if 
possible. Our effort concentrated on the resolution levels 2 and 3, with the secondary goal of clarifying the boundary 
between the resolution levels. 

8.  FEATURE VECTORS 
Several potential characteristics of moving objects were considered for features in object classification. Height, width, 
area, major axis, minor axis, leg length, head measures, width distribution over height, speed of frame to frame motion 
relative to background, temporal frequencies in sub image chips and temporal frequencies in frame difference chips. 
Some of them like height and width versus major and minor access are redundant, some like head measures or leg length 
are only robust in higher resolution images. Since we are particularly interested in the feature vectors that are expected to 
perform at resolution levels 2-3, we chose a small feature set. In particular, we concentrated on frequency-based 
measures. Our idea was that frequency measures being reflective of the roughly 2-steps per second robust bipedal 
motion expected of able dismounts will be more robust to image quality variations, posture and alignment variations etc.  

9. KINEMATIC FEATURE VECTOR AND ITS POTENTIAL FOR DISMOUNT 
IDENTIFICATION  

For an explanation of the method of computation of kinematic features, let us start with a chip of differences of 
consecutive sub images (as seen in Figure 24). Each sub image is centered in the object’s (potential dismount) center of 
mass. All chips are of the same size. We are interested in a temporal history of the area of the image that is characteristic 
of the farthest extent of a left foot. To define the region we sum up sub images in the chips as seen in Figure 25 upper 
left and find the lowest left extremity of the summed up image shown in Figure 24 lower image with the left foot region 
in red a box. Now that the region of left foot is defined, we can follow this region through the entire chip (see Figure 25 
upper) and sum up the intensities of the pixels in the region for each sub image of the chip. Thus for each frame of the 
chip we have a number representing the summed up intensity of the left foot region of the chip. Therefore, we have a 
function acting from frame numbers to intensities, its graph is shown in Figure 26. The graph shows quasi-periodic 
structure reflecting a foot being and not being present in the region.  

 

 
Figure 24 

 
Figure 25 

 
Figure 26 

 
This function spectral density is computed via Fourier transform. (The signal is padded and windowed to suppress side 
lobes and artifacts). A power spectral density graph for the signal is shown in Figure 27 and shows a leading frequency 
of 2Hz, characteristic of bipedal human motion.  

 



 
 

 
 

 
Figure 27: Leading frequency pronounced in the 

low frequencies region (0-14 Hz) (UCF data) 

 

9.1 Chips of sub images and chips of sub image differences 

After the objects are identified and isolated from each other in the initial frame, preliminary tracking can be performed to 
identify each object in the consecutive frames. Note that spurious objects created by moving vegetation or edge shifts of 
stationary objects induced by parallax (of the buildings, trees etc.) will not be persistent in most cases and will not allow 
for tracking and chip creation. Thus, one of the important features of a dismount object (as any real object) is persistence 
through the video flow. We constructed two kinds of chips for every object:  

• Chips composed of the sub images of the original frames (see Figure 17 ) 

• Chips composed of the sub images of frame differences (see Figure 18) 

We compared frequency metrics computed on the original sub images and the sub images to frequency metrics 
computed on frame differences for different datasets at different levels of resolution, visibility, media (IR and EO) and 
concluded that while the leading frequencies agreed for the two varieties of chips frame differences gave a stronger 
signal.  

9.2 Kinematic features show potential for dismount identification 

The temporal frequencies of pixel intensities, computed of the car chip (shown in Figure 28) are the same for the regions 
of the image within the car contour and the regions of the image outside the car contours. Figure 29 shows a comparison 
of frequency distribution in background, a car and a human walker (all from UCF data). The frequencies do not show a 
sharp leading frequency consistent with bipedal motion and corresponding periodicity, or any leading frequency for this 
matter. 

 
Figure 28 

We were intrigued with the potential for discrimination between humans, and vehicles that the kinematic features have 
shown, so we decided to check if the results would hold in different datasets with varying signal (EO and IR), resolution, 
background, frame rate, camera motion etc. The features show promise even for the data of lower resolution “2” of 10-
50 pixels on target.  

 



 
 

 
 

 
Figure 29: Spectrum of a dismount motion summed up by areas of given heights 

10. ROBUSTNESS OF KINEMATIC FEATURES THROUGH DIFFERENT DATASETS 
We have evaluated the performance of the method with three diverse datasets as described earlier in section 2. We were 
particularly looking for data clips of resolution of (10-50 pixels on target) and to a lesser extent of (50-100 pixels/target).  

10.1 Vivid2 data 

The data we used from VIVID2 data set is IR video data (a frame was shown in Figure 13) of relatively low resolution: 
20-60 pixels on target (see a fragment of dismount chip shown in  

Figure 30).  

 

  
 

Figure 30: Video chip of sub images 

 
Figure 31: Power spectrum of the foot region 

 

VIVID2 (IR) data has a complex background with moving branches, cars, people and occasional birds. The alignment is 
complicated by significant camera viewing angle changes (causing shifts of up to 30 pixels). There are multiple and 
crowded moving objects of the dimensions of interest. 

10.2  SENSIAC data 

The SENSIAC data offers IR data with pedestrians of higher resolution, resolution level 4 on our scale. The data is taken 
with IR sensor and is different from the data sets that we previously processed. We decided to try the performance of our 
methods on this significantly different data set. Let us list some properties of SENSIAC data: the camera was stationary, 
the background was difficult, cluttered, varied and omnipresent, there was higher resolution (80-200 pixels on target), 
and dismounts had partially obstructed feet and lower legs. 



 
 

 
 

 

 
 
 

11. CLASSIFICATION 
We concentrated on the two levels of resolution: low (10-50 pixels on target) and medium (50-200 pixels on target), for 
comparison. Our first step was to implement a proper application of classification algorithms to use with the features at 
hand. We chose to start with two classes of data: pedestrians and vehicles. The classification effort was undertaken on 
parts of the following data collections: VIVID2 (IR), SENSIAC data (IR), UCF data (EO). The two classes of targets 
(pedestrians and vehicles) are represented in each data source.  

Based on the requirements of the close-ranged EO-based multi-class discrimination problem, we proposed the use of a 
tree-based classifier. Tree-based classifiers with associated learning and pruning are capable of modeling complex 
decision surfaces while simultaneously limiting the complexity of the trees through the pruning schemes. Most tree-
based methods such as CART 0and C4.5 0 sequentially partition the feature space into rectangular regions. An efficient 
greedy search scheme is used to find one of the features and its corresponding value that offers the best separation of the 
training data according to measures such as entropy. The goal is that each separated region (called branch) contains 
mostly samples from a single class. The process then repeats by performing the same feature selection and division for 
each branch. The process stops when some criteria such as the minimum number of training samples belonging to the 

 

 
 

Figure 32: SENSIAC data one frame  

 
Figure 33: Moving objects detected 

 
Figure 34 



 
 

 
 

branch are met. To reduce complexity, the learning (tree growth) step is often followed by a pruning step that attempts to 
reduce the expected prediction errors on unseen data. 

The use of the tree-based approach has several advantages. First, the tree structure permits complex class distributions. 
Given the target signatures in various environments and complexity of each target class, it is likely for the distribution of 
the feature vectors of each class to be fragmented. It thus requires more flexible classifier structures to capture these 
distributions. 

Secondly, at each tree split, the tree learning algorithm searches through the features to find one feature that provides the 
most gain in partitioning the feature space. The resultant tree, after the pruning, often uses a fraction of the available 
feature elements. Hence, the feature selection is done inherently in the learning process, which alleviates the need to pre-
select features before the classifier design. Furthermore, the features used in the tree can be considered as those that are 
important for the class separation. We can thus use the tree as a feature selection scheme if we decide to apply other 
classifier structures. An example of the importance ranking of features based on decision trees is shown in Figure 35. 

Thirdly, the features for the tree-based classifiers can be continuous, discrete, or categorical. In the event the extracted 
features are, a mixture of all of the three types above, this property lessens the need to pre-process the features before 
training for the tree-based classifiers. 
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Figure 35: Feature selection and importance ranking  from a tree-based classifier 

 

11.1 Classifier Implementation 

Supervised learning based classification algorithms comprise two stages as shown in   Figure 36.  

 

Figure 36: Processing chain for classification 

 

First is an initial (possibly off-line) training stage where derived features from data with ground-truth are used to train a 
classifier to yield decision surfaces or rules for each desired target class. Next, is an on-line testing stage where features 
derived from recently collected, “new”, data are used to determine which of the decision regions best matches the test 
object. The specific steps in each algorithmic block shown in Figure 36 are briefly discussed below: 



 
 

 
 

Pre-processing: The pre-processing step currently comprises a background mean subtraction in order to normalize the 
data, following which the data is divided into 3-second sub-segments. Since subjects of interest may appear in one or 
multiple distinct short time windows within the duration spanned by the event file, each three-second sub-segment is 
treated as an individual training sample. During the training process, we also label each sub-segment with its ground 
truth. We currently label all three-second segments from a single event with the overall event class, even though some of 
the segments may contain background samples only.  

Feature Extraction: Features are extracted for each sub-segment and these features along with the associated ground 
truth for the event are used to train a C4.5 classifier and yield decision rules.  

C4.5 Rule Learning: 

In order to implement the C4.5 tree-based classifier, once features are available, we must determine the best approach to 
using the training features for classification. Specific steps that we have taken in the classification process are:  

Training features are divided into two classes – vehicles and humans. We do not use sub-classes such as walking or 
running humans.  

Since the number of training events (and therefore, training sub-segments) associated with each class are very different, 
we synthetically create an equal number of samples in each class through repetition. By ensuring an equal number of 
training samples in each class, we prevent training bias in the classifier that may bias it towards performing well on those 
classes that have a large number of training samples. 

11.2 Classification results 

We performed the learning stage of classification based on 164 samples of data, consisting of 12 samples of vehicular 
data and 152 samples of human data. We could only find a limited number of samples of vehicular data lasting over 2 
seconds in the data focused on dismounts and only occasional sightings of dismounts in the datasets focused on 
vehicular data. This limited the number of samples and a demonstration of classification has a preliminary character, but 
it worked as expected and created a very simple classification rule namely classification software reported (see below the 
output of C4.5), that the rule was based on Feature4, which is leading frequency. Alarmingly, in one instance the 
leading frequency of a pedestrian was reported as 7. When we surveyed the data, it turned out that a pedestrian in 
question was not walking, but stopped and performed a slight turn. Other data samples from the same walker reported an 
expected leading frequency within [1-3] interval. Since the intent is to observe a suspected dismount for several 2-
second intervals, the classification decision needs not be made based on a classification reported for just one 2-seconds 
segment. It is conceivable that a decision based on several 2-seconds intervals of observation would be more robust. 

12. CONCLUSION 
We addressed the problem of robust detection of dismounts from low-resolution video data sequences. We outlined a 
methodology based on SSCI’s ultra-fast image alignment algorithm, and a combination of static and kinematic features 
for dismount detection. The dismount detection classification is performed using a learning classifier algorithm.  Our 
results are promising and very valuable for low-resolution imagery where previous techniques for dismount detection 
such as SURF and SIFT features do not perform very well. 

13. REFERENCES 
[1] H.O. Park, A. A. Dibazar, and T. W. Berger “Cadence analysis of temporal gait patterns for seismic discrimination 
between human and quadruped footsteps”, 2009. 

[2] P. K. Atrey, N. C. Maddage and M. S. Kankanhalli “Audio based event detection for multimedia surveillance”, 2006. 

[3] Y. Tian and  H. Qi “Target detection and classification using seismic signal processing in unattended ground sensor 
systems”, 2002. 

[4] H. Bay, A. Ess, T. Tuytelaars, L. Van Gool "SURF: Speeded Up Robust Features", Computer Vision and Image 
Understanding (CVIU), Vol. 110, No. 3, 2008 

[5] D.G. Lowe, “Distinctive Image Features from Scale-Invariant Keypoints”, International Journal of Computer Vision, 
60, 2, pp. 91-110, 2004. 



 
 

 
 

[6] T. Hastie, R. Tibshirani  and J. Friedman. “The Elements of Statistical Learning: Data Mining, Inference, and 
Prediction.” Springer Series in Statistics. Springer-Verlag, 2001. 

[7] J. R. Quinlan. “C4.5 Programs for Machine Learning.”  Morgan Kaufmann Publishers, Inc., 1993 

[8] S. Mann, R.W. Picard, “Video orbits: characterizing the coordinate transformation between two images using the 
projective group”, MIT Media Lab Report 

[9] D. Diel, MIT Report, “Improving image compression through Euclidian stabilization” 

 

14. ACKNOWLEDGEMENT 
Support from AFRL on a Phase I and a Phase II SBIR contract is acknowledged.  


